Facilitating Team-Based Data Science: Lessons Learned from the DSC-WAV Project

Chelsey Legacy

Andrew Zieffler  
*University of Minnesota*

Benjamin S. Baumer  
*Smith College*, bbaumer@smith.edu

Valerie Barr  
*Mount Holyoke College*

Nicholas J. Horton  
*Amherst College*

Follow this and additional works at: [https://scholarworks.smith.edu/sds_facpubs](https://scholarworks.smith.edu/sds_facpubs)

Part of the Data Science Commons, Other Computer Sciences Commons, and the Statistics and Probability Commons

**Recommended Citation**

Legacy, Chelsey; Zieffler, Andrew; Baumer, Benjamin S.; Barr, Valerie; and Horton, Nicholas J., "Facilitating Team-Based Data Science: Lessons Learned from the DSC-WAV Project" (2021). Statistical and Data Sciences: Faculty Publications, Smith College, Northampton, MA.  
[https://scholarworks.smith.edu/sds_facpubs/46](https://scholarworks.smith.edu/sds_facpubs/46)

This Article has been accepted for inclusion in Statistical and Data Sciences: Faculty Publications by an authorized administrator of Smith ScholarWorks. For more information, please contact [scholarworks@smith.edu](mailto:scholarworks@smith.edu)
FACILITATING TEAM-BASED DATA SCIENCE: LESSONS LEARNED FROM THE DSC-WAV PROJECT

CHESLEY LEGACY∗
Department of Educational Psychology
University of Minnesota
Minneapolis, MN 55455, USA

ANDREW ZIEFFLER
Department of Educational Psychology
University of Minnesota
Minneapolis, MN 55455, USA

BENJAMIN S. BAUMER
Program in Statistical & Data Sciences
Smith College
Northampton, MA 01063, USA

VALERIE BARR
Department of Computer Science
Mount Holyoke College
South Hadley, MA 01075, USA

NICHOLAS J. HORTON
Department of Mathematics and Statistics
Amherst College
Amherst, MA 01002, USA

(Communicated by the associate editor name)

2020 Mathematics Subject Classification. Primary: 97K80; Secondary: 97P99.
Key words and phrases. Data science, collaboration, student experience.
∗ Corresponding author: Chelsey Legacy.
Abstract. While coursework provides undergraduate data science students with some relevant analytic skills, many are not given the rich experiences with data and computing they need to be successful in the workplace. Additionally, students often have limited exposure to team-based data science and the principles and tools of collaboration that are encountered outside of school.

In this paper, we describe the DSC-WAV program, an NSF-funded data science workforce development project in which teams of undergraduate sophomores and juniors work with a local non-profit organization on a data-focused problem. To help students develop a sense of agency and improve confidence in their technical and non-technical data science skills, the project promoted a team-based approach to data science, adopting several processes and tools intended to facilitate this collaboration.

Evidence from the project evaluation, including participant survey and interview data, is presented to document the degree to which the project was successful in engaging students in team-based data science, and how the project changed the students’ perceptions of their technical and non-technical skills. We also examine opportunities for improvement and offer insight to other data science educators who may want to implement a similar team-based approach to data science projects at their own institutions.

1. Introduction. Data science continues to grow within both academia [2, 8, 13, 19, 35] and industry [5, 28]. In industry, where the kind of multifaceted problems that companies face require input from groups of people with diverse sets of skills, experiences, and backgrounds, team-based data science is the norm [33, 53]. Moreover, the data science staff of many companies now work largely or exclusively remotely—a shift that began before the pandemic but accelerated greatly during it [30, 42]. Over time, industry has evolved practices that facilitate the kind of collaborative programming work necessary for software development. Many of these successful industrial practices are now being ported to data science work, for which collaborative programming is necessary but not sufficient. Academia is playing catch-up, and it remains challenging to replicate within brick-and-mortar institutions the dynamic, team-based work environment that undergraduates will see in their immediate futures.

While the courses and programs in academia prepare students by teaching potentially relevant data analytic skills, it is unclear whether coursework alone is enough to provide students with the experiences with data and computing they need to be successful in tomorrow’s workplace. For example, many data science students lack facility with version control systems, or working with non-traditional data (e.g., images, text) [36]. Moreover, because of the time and grading constraints of the academic environment, students do not often have the opportunity to work on open-ended, substantive problems that require a diverse team of experts and weeks, months, or even years to solve.

In this paper, we describe the Data Science Corps: Wrangle-Analyze-Visualize (DSC-WAV) program, a data science workforce development project funded by the NSF as part of the Harnessing the Data Revolution (HDR) initiative. In the DSC-WAV program, teams of undergraduate students work with a local non-profit organization on a data-focused problem. To facilitate a team-based approach to data science, the project adopted an Agile framework, code review, and collaborative management and coding tools (e.g., Git, GitHub, Trello). We present evidence from the project evaluation, including data from surveys and interviews with students and faculty, documenting the projects’ successes in utilizing this approach, as well
as opportunities for improvement. In particular, we examine how engaging in this team-based data science project helped develop the participants’ understanding of their technical and non-technical skills (e.g., interacting with clients), as well as their sense of agency and empowerment for “doing” data science.

1.1. The DSC-WAV Program. DSC-WAV is a multi-institution, NSF-funded data science workforce development project that provides teams of undergraduate students the opportunity to partner with local governmental and not-for-profit organizations to work on a data-centric problem (see https://dsc-wav.github.io/www/). This project (now working with its fourth cohort of students) arose from the concern that undergraduate data science students’ course-based data experiences primarily have clearly formulated problems and make use of pre-cleaned and overly simplistic data sets [37]. Moreover, many of these experiences are solo endeavors, and do not prepare students for the team-based nature of data science in the workplace [10]. We also note that many small organizations, especially not-for-profits, have collected data for use in decision making, but lack personnel with the technical training to make sense of the information in these data. In our experiences, the data science tasks these organizations require are primarily data wrangling and visualization, tasks ideal for students pursuing a degree in data science or a related field.

In each cohort, teams of between two and five students work with a community organization on a data-focused problem. The community organization provides the domain knowledge for the project and typically assign a liaison to interact with the student team. One of the students on the team is selected for their prior experience and interest in community engagement (community engagement scholar), and can also sometimes provide domain knowledge. The faculty member who lined up the project also acts as supervisor for the team.

Student participants were recruited via email and in-class announcements. We chose to recruit sophomores and juniors to offer students a data science experience earlier in their academic career. We also felt that first-year students were unlikely to have sufficient training in data science. Among those who applied, selection valued experience (e.g., students with more programming experience), overall academic performance, and commitment to community engagement. We also made efforts to ensure that each team was diverse in a variety of respects. The acceptance rate was between 35% and 45% for all four cohorts. 74% of the participants identified as female or non-binary. Nearly all of the participants, in all cohorts, were sophomores or juniors.

Funding from the grant was used primarily to compensate students (26% of total budget, via participant stipends) and faculty mentors and staff coordinator (28% of total budget). Nineteen percent of the costs was devoted to food, travel, and event expenses with the remainder assessment and indirect costs. No compensation was provided to the client organizations.

2. Team-Based Approach to Data Science. The prevalence of teams in the workplace has inspired a fair amount of research, primarily related to what makes a team successful or efficient. This work has spanned factors such as team size [1, 45], composition [34], leadership [6], and autonomy [29, 49].

Being able to work in teams is an especially important skill for those pursuing a career in data science [36]. Outside of college or university courses, the complexity of data science projects and shared interests from a diverse set of stakeholders (e.g., clients, marketers, systems engineers, web developers, analysts) make teamwork a
daily reality for many data scientists [27]. Giving students a meaningful team-based
data science experience also means introducing them to the structures and processes
that are used to make these types of collaborations successful in the workplace. In
the next several sections we describe and review some of the literature related to
the structures and frameworks the DSC-WAV program uses to engage students in
team-based data science and the team-based skills that the program emphasizes.

2.1. Agile. Agile is a flexible, team-based approach to project management and de-
development that has been widely adopted in software development projects [11]. The
Agile approach also has strong connections to many educational principles, includ-
ing constructivism, active learning, and collaboration [31]. Furthermore, its use has
been linked to the development of professional competencies such as critical think-
ing, time management, coping with uncertainty, organization, and self-reflection
[26, 40, 48]. Aside from its educational benefits, Agile has also been quite successful
in practice. For example, the Standish Group surveyed thousands of IT projects
across many sectors and found that those using Agile methodologies had a success
rate that nearly doubled those using a traditional waterfall approach1 [46].

There are several methods of Agile implementation [22]. The DSC-WAV pro-
gram adopted an Agile framework that incorporated elements from two of the most
popular methodologies: Scrum and Kanban. From Scrum, we implemented the iter-
ative sprint-based approach to carrying out the project. The project is divided into
smaller time-boxed increments called sprints (typically lasting 2–4 weeks). Each
sprint begins with a kick-off meeting in which team members identify detailed goals
for the sprint. These are detailed in a sprint backlog as user stories (which can be
subsequently broken down into tasks or issues). Daily meetings, called stand-ups
(∼15 min), help identify when a user story is completed as well as obstacles prevent-
ing completion. At the end of a sprint, the team presents their work to the client
in a "review" meeting for feedback. The team also has a retrospective in which the
work and process are internally evaluated to make improvements in the subsequent
sprint. From the Kanban methodology, we adopted the use of a Kanban board.
Each of the projects’ tasks/user stories are represented visually on a digital board,
and categorized as “to-do”, “doing”, or “done” (see Figure 1). As the work on a
project progresses, tasks are moved to different categories to update their status.

Several principles and practices for successful Agile implementations have been
suggested. These include, for example, a common team vision, development through
iteration, and the use of visual artifacts (e.g., boards, panels, and sticky-notes).
However, the empirical evidence for whether these practices are correlated with
successful project outcomes is less than clear [38, 44, 50]. Some practices, on the
other hand, do seem to have more evidential support [9, 21, 22]. For example, there
is a fair amount of evidence that teams need to have some degree of synchronous
communication (for many Agile projects, team members are co-located). Hossain
et al. [22] identify communication issues as the major challenge teams face when
adopting the Scrum methodology. In particular, overcoming the lack of synchroni-
ized communication is considered a vital obstacle to overcome in distributed teams.
Active involvement of the stakeholder throughout the cycle of development is another
practice that is empirically linked to project success.

1See https://en.wikipedia.org/wiki/Waterfall_model
2.2. Skills Development for Collaborative Data Science. In addition to the data analytic skills, there are myriad other technical and non-technical competencies that students need to develop as they pursue potential careers in data science. On the technical side, two practices that are assets to students are facility with a version control system (e.g., Git, GitHub) and experience participating in code review (both as reviewer and reviewee). Non-technical skills include collaboration and communication. Both of these have an intra-team component (i.e., collaborating and communicating with other data scientists) and a client component (i.e., collaborating and communicating with subject matter experts who may not be facile with data science).

2.2.1. Version Control. Facility with a version control system (VCS) is a crucial technical skill for people engaged in data analysis [3, 37, 55]. The most commonly used VCS in software development is Git, most often used in conjunction with the code hosting site, GitHub [14]. In addition to Git’s usefulness as a tool in the data science workflow—Bryan [4] even suggests its use is ‘best practice’—the use of Git may promote increased understanding about project management [23].

2.2.2. Peer Code Review. Peer code review is an important aspect of collaboratively writing and maintaining code. Aside from preventing bugs and ensuring that the code adheres to any project guidelines about style and architecture, peer code review also helps coders improve their technical skills by seeing other people’s code and solutions [41]. Peer code review also develops students’ ability to read code, a
valuable professional skill that facilitates program comprehension \[7, 47\]. Moreover, it may help students see that code development is not a solitary endeavor in most work environments \[47\].

2.2.3. **Collaboration.** Luca and Tarricone \[32, p. 370\] note that “there is more to effective teamwork than a keen intellect and grasp of technical knowledge. The difference between success and mediocrity in working relationships, especially in a team environment, can be attributed to a team member’s mastery of the [non-technical] skills.” One essential non-technical skill for team-based data scientists is the ability to collaborate with others toward a shared goal. Processes that facilitate this collaboration include the ability to distribute the resources and workload, negotiate authority, and manage intragroup conflicts that arise \[17\]. The research literature suggests that successful teams have some degree of interdependence among members (individual’s outcomes are affected by the actions of the other team members) and that teams that build a culture of encouragement and facilitation of team member’s efforts perform best \[15, 24, 25, 43\]. Other factors also contribute to successful collaboration including self-awareness, empathy, social awareness, motivation, and the ability to inspire and motivate other team members \[18, 32, 51\].

2.2.4. **Communication.** Successful collaboration requires that team members are able to communicate about the project tasks and goals. Additionally, interpersonal communication among members supports and facilitates team-based work \[20\]. Effective written and oral communication of data-analytic results to both technical and non-technical audiences has also been identified as a component of data acumen necessary for data science students \[36, 39\].

Communication is especially important to consider for distributed teams adopting the Agile methodology, where the ability to communicate synchronously is vital. One potential solution for distributed teams is an instant messaging (IM) communication tool, such as Slack or Microsoft Teams. These communication tools have been shown to improve team cohesiveness, overall communication, and also promote better project planning through the stored history of the team’s communication \[52, 54\]. In addition, IM systems seem to promote ad-hoc conversations which also helps the team to clarify misunderstandings and work more collaboratively to solve project problems \[16\].

2.3. **Team-Based Data Science Implementation in the DSC-WAV Program.** To help engage students in team-based data science over the course of a semester we adopted an Agile framework that incorporated elements from both the Scrum and Kanban methodologies. This included a sprint-based iterative approach in which:

- The work is organized into a series of short sprints to break up large tasks and help ensure continuous progress and the ability to adapt or modify the project as needed;
- Subtasks are organized into a backlog to identify priorities for each stage of the analysis. Each subtask is also written as a user story to help students articulate why a particular subtask was needed and it would fit together with other subtasks;
- The team and faculty advisor meet often (i.e., stand-ups) to update each other on progress and identify roadblocks;
At the end of each sprint, results were presented and discussed with the stakeholder (i.e., sprint demo) in the context of the broader goals of the project with adjustments made in advance of the next sprint; and

- The team also engages in a sprint retrospective to identify process issues and ways that they might improve their work.

To promote this iterative approach, the student teams were encouraged to communicate frequently with their community partner and faculty advisor. Figure 2 displays a sample timeline of the first two sprints given to students on a team in Cohort 1 to further reinforce this frequent communication (a similar schedule was used by later cohorts).

<table>
<thead>
<tr>
<th></th>
<th>Sun</th>
<th>Mon</th>
<th>Tues</th>
<th>Wed</th>
<th>Thurs</th>
<th>Fri</th>
<th>Sat</th>
</tr>
</thead>
<tbody>
<tr>
<td>February 1</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td>onboarding Amherst College</td>
</tr>
<tr>
<td>Feb 3 - 7</td>
<td></td>
<td>meet with faculty advisor as a team, and again, with community partner and full team</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Feb 10 - 14</td>
<td></td>
<td>SPRINT 1: 100 hours</td>
<td>SPRINT 1: 100 hours</td>
<td>SPRINT 1: 100 hours</td>
<td>SPRINT 1: 100 hours</td>
<td>SPRINT 1: 100 hours</td>
<td>SU over slack</td>
</tr>
<tr>
<td>Feb 17 - 21</td>
<td></td>
<td>SPRINT 2: 150 hours</td>
<td>SPRINT 2: 150 hours</td>
<td>SPRINT 2: 150 hours</td>
<td>SPRINT 2: 150 hours</td>
<td>SPRINT 2: 150 hours</td>
<td>SU over slack</td>
</tr>
<tr>
<td>March 2 - 6</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>March 9-13</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>March 16 - 20</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>March 23 - 27</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Mar 30 - Apr 3</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>April 6 - 10</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

**Figure 2.** Sample timeline for the first six weeks of Cohort 1 that was distributed to teams. A similar schedule was used for later cohorts.

The adopted Agile framework also included the use of digital Kanban boards to help teams identify the status of tasks and review team progress and also as a mechanism to promote project management and within-team communication.
Additionally, we advocated the use of several other tools and processes to help facilitate and improve students’ administration of the project and improve their professional skills.

- Slack to foster open team communication\(^2\);
- Git and GitHub as a VCS to collaborate on and maintain code and tasks for the project;
- Code review to help students improve their coding skills and to ensure that the project’s codebase is coherent and works in synchrony;
- Designation of a “community-engagement scholar,” whose primary responsibility is liaising with the project sponsor; and
- Creation of and sharing a mid-semester update (presentation) and final report of the team’s work with the community partner and the DSC-WAV program leadership.
- Templating in user stories (“As a ..., I want ..., so that I can ___”) and sprint retrospectives (“I like/I wish/What if?”) to develop communication skills.

We felt that implementing this set of tools and processes would not only improve the chances of successful collaboration between all stakeholders, but also help students develop a sense of agency and improve their confidence in their technical and non-technical skills for doing data science.

To introduce students to these processes and tools, each cohort of student participants participated in an onboarding workshop prior to beginning the project. The onboarding workshops varied in format and duration for each cohort, but always included an introduction to the DSC-WAV program and content related to the adopted Agile framework, use of GitHub, and client communication. Each workshop also included student-centered activities designed to engage the students, establish team chemistry, and build a shared vision of each team’s project. For additional information about these workshops, see Appendix A.

2.4 Research Questions. To study the potential of this type of organizing framework for team-based data science projects, we examined program evaluation data to answer two research questions:

1. How do undergraduate project teams actually implement Agile as they engage in a team-based data science project?
2. To what extent did the DSC-WAV program’s organizing framework support undergraduate students in developing their technical and non-technical data science skills?

3. Methods. The data to answer the research questions comes from student responses to end-of-project surveys and interviews. All interviews and surveys were conducted by the first and second author (and a graduate student) who were external evaluators for the DSC-WAV program. The survey items and interview protocols were written using item-writing guidelines \([12]\), and were intended to collect information about the experiences and perceptions of the stakeholders as they engaged in the project. They also included questions aimed to elicit students’ reflections on their experiences working on the project, as well as their perceptions about

\(^2\)To promote inclusion and improve communication, students were encouraged to keep all project-centered communication on Slack or GitHub where all group members could see it, and avoid the use of private messaging.
FACILITATING TEAM-BASED DATA SCIENCE

their own personal growth as a data scientist and collaborator. All instruments are available at https://dsc-wav.github.io/www/outreach.html.

Interviews were conducted with almost all of the student participants after the first cohort and with a subset of student participants from the third cohorts. These interviews, which lasted approximately 30–45 minutes, were conducted via Zoom and were audio recorded. No interviews were conducted at the end of Cohort 2 (Fall 2020) due to complications related to the pandemic. The end-of-project survey was administered via Qualtrics to all participants in Cohort 2 and to those who were not interviewed in Cohort 3. Participants were given two weeks to respond, and a reminder email was sent to non-responders approximately a week before the completion deadline. Table 1 presents information about the data collection method used in each cohort and the number (and percentage) of students from whom we collected data. Interviews were also conducted with the faculty advisors after Cohort 1 and a subset of advisors after Cohort 3. Relevant data from these interviews is presented in the Discussion section to help interpret and elaborate on the results.

Table 1. Number of participants (and percentages) from each DSC-WAV team that responded to the end-of-project survey or were interviewed.

<table>
<thead>
<tr>
<th>Team</th>
<th>Survey N (%)</th>
<th>Interview N (%)</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Cohort 1 (Spring 2020)</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Team 01 (N = 5)</td>
<td>—</td>
<td>4 (80%)</td>
</tr>
<tr>
<td>Team 02 (N = 5)</td>
<td>—</td>
<td>4 (80%)</td>
</tr>
<tr>
<td>Team 03 (N = 5)</td>
<td>—</td>
<td>3 (60%)</td>
</tr>
<tr>
<td>Team 04 (N = 5)</td>
<td>—</td>
<td>5 (100%)†</td>
</tr>
<tr>
<td>Team 05 (N = 5)</td>
<td>—</td>
<td>5 (100%)</td>
</tr>
<tr>
<td><strong>Cohort 2 (Fall 2020)</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Team 06 (N = 4)</td>
<td>4 (100%)</td>
<td>—</td>
</tr>
<tr>
<td>Team 07 (N = 3)</td>
<td>1 (33%)</td>
<td>—</td>
</tr>
<tr>
<td>Team 08 (N = 4)</td>
<td>3 (75%)</td>
<td>—</td>
</tr>
<tr>
<td>Team 09 (N = 3)</td>
<td>1 (33%)</td>
<td>—</td>
</tr>
<tr>
<td>Team 10 (N = 8)††</td>
<td>4 (50%)</td>
<td>—</td>
</tr>
<tr>
<td>Team 11 (N = 2)</td>
<td>0 (0%)</td>
<td>—</td>
</tr>
<tr>
<td><strong>Cohort 3 (Spring 2021)</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Team 12 (N = 5)</td>
<td>1 (20%)</td>
<td>3 (60%)</td>
</tr>
<tr>
<td>Team 13 (N = 5)</td>
<td>0 (0%)</td>
<td>3 (60%)</td>
</tr>
<tr>
<td>Team 14 (N = 5)</td>
<td>0 (0%)</td>
<td>—</td>
</tr>
<tr>
<td>Team 15 (N = 4)</td>
<td>3 (75%)</td>
<td>—</td>
</tr>
</tbody>
</table>

†One participant emailed their interview responses.
††Three participants dropped out mid-project.

Of note, the COVID-19 pandemic began during the middle of the project implementation for the first cohort. All of the teams, following institutional guidance, switched to remote settings mid-project. Because the program included multiple
institutions, and each of these institutions took a different approach to the 2020–21 academic year, the second and third cohorts were primarily remote, but the academic schedules varied widely. This complicated the evaluation effort, resulting in differences in the evaluation actually undertaken across cohorts.

Although the items on the end-of-project survey and interviews were similar from cohort-to-cohort, the instruments were adapted after each cohort to facilitate better information and more nuance as the project evolved. For example, the survey for Cohort 2 incorporated items related to how the team members collaborated to complete the project. New items were also included to have student participants elaborate on their teams' implementation of user stories, Kanban boards, code review, and use of GitHub. The survey and interview protocol for Cohort 3 contained similar open-ended questions inquiring about the students’ experience working on the project, their use of the adopted Agile framework, code review, GitHub, and any non-technical skills they learned working on the project. The faculty interviews centered around the same content, but aimed to gain insight into the faculty role in guiding their team throughout the project. Questions were asked to discern the level of faculty involvement needed from the students, how faculty perceived student growth throughout the project, and any feedback they wished to share about their experiences.

All three cohorts’ student participant evaluation data were examined and coded based on the following three themes: (1) implementation of the adopted Agile framework, (2) technical skills gained (e.g. GitHub, code review), and (3) non-technical skills gained (e.g. communication, collaboration, project management). Within each of these themes, the responses were summarized to answer the two research questions. The results of this synthesis are presented in the next section.

4. Results. Within this section, we present evidence from the synthesis of the evaluation data to provide answers to the two primary research questions. This evidence is presented longitudinally, by cohort, for each of the two research questions. The results from Cohorts 2 and 3 are combined since the evidence from the evaluation suggested similar student experiences and outcomes.

4.1. How do undergraduate project teams actually implement Agile as they engage in a team-based data science project?

4.1.1. Cohort 1. Although Cohort 1 was introduced to the modified Agile framework, students’ responses from the end-of-project interviews suggested that the five teams did not implement the framework in a consistent manner. For example, the participants from three teams reported they regularly defined their work by using sprints and holding two to three weekly stand up meetings which discussed progress and future goals. One team that did not report using any part of the Agile framework held weekly meetings where tasks were divided and worked on during the meeting. The other team that reported not using the Agile framework had difficulties getting data and a research question from their community partner. One student from that team explained that they tried hosting 15-minute stand ups during the week, but the meetings did not feel long enough to address all their issues. Eventually their team adopted a system of dividing all the work and then meeting later in the week for an hour to discuss their progress.

While only one team adopted the more formal sprint process, teams did adopt some of the other aspects of the modified Agile process. Two of the teams reported
they used Kanban boards to organize their work, while the remainder relied on word-processing tools (e.g., Google Docs) to keep track of the team’s backlog of tasks. All teams reported that they held a regular team meeting, but the frequency of this meeting varied across teams from 1–3 times a week. For many teams, this meeting did not resemble the shorter duration stand-ups that an Agile-based team would use, but instead teams held longer meetings fewer times a week in which they decided on next steps for the project and divided up the work. No teams reported holding any meetings resembling a sprint retrospective where they would reflect on what was working for their team and what was not. All teams reported meeting at least once with a community partner for a sprint demo.

4.1.2. Cohorts 2 & 3. Results from Cohort 2’s and 3’s end-of-project survey responses indicated most teams seemed to be implementing the Agile framework more thoroughly than Cohort 1, employing elements of sprint planning, demos, and retrospectives. The student participants from all teams that completed the survey described planning sprints (about two weeks in duration) and using stand-up meetings, which occurred approximately three times a week, to monitor team progress. Students typically described their sprint planning meetings as “team-driven events” in which they set reasonable goals based on the “next logical step” for their project.

One main focus of the onboarding workshops for the second and third cohorts of students was facilitating work by mapping each task in the backlog to a user story (organized in a GitHub issue), which could be recorded and tracked on the team’s Kanban project board. The degree to which teams implemented this varied widely. Some teams were committed to this workflow, creating every task in the form of user stories, while other teams used aspects of the user stories in their backlog, and a few teams did not implement user stories at all. The teams that did adopt user stories seemed to appreciate how the stories helped make the tasks less abstract. Their user stories generally followed a similar format; describing the task, explaining its importance, and determining an endpoint. For example, one team member gave an example of this format, saying, “as a web app developer we would like to do this task for this reason and it will be completed when this code is in the repo.”

Teams that partially adopted this framework also expressed how it helped them specify when a task was completed. One team indicated they would create a list of tasks in the backlog and add “I will know this task is complete when . . . ” to each item. A few of the teams indicated that they did not specifically write user stories as they had learned about in the onboarding workshop. Some of these team members interviewed said they forgot about user stories when working on the project, while other students explained that they did not feel like the user stories were efficient or useful for their project. These teams, however, often did still keep track of their to-do list on the Kanban board or backlog.

All Cohort 2 and 3 respondents indicated that their teams performed some sort of sprint retrospective. How this retrospective was conducted also varied across teams, with some teams incorporating a specific retrospective meeting and others engaging in reflection as they planned the subsequent sprint. Regardless of format, the students indicated they used this time to reflect on what was going well with the project, what areas needed more work, and to give each other advice.
In the next sections, we provide an answer to the second research question: to what extent does engaging in a team-based data science project help students develop technical and non-technical skills? The evidence is again presented longitudinally by cohort. We address the development of students’ technical and nontechnical skills separately.

4.2. To what extent does engaging in a team-based data science project help students develop technical skills?

4.2.1. Cohort 1. Students in Cohort 1 described learning a variety of technical skills while working on their projects. Notably, students reported learning technical skills they felt they would not have had a chance to learn at the same depth in the courses offered at their institutions. These skills included coding in R and Python, statistical analysis applications, working with relational databases, reading R documentation, and creating complex visualizations and maps.

As students’ individual technical proficiencies developed throughout the project, they often shared their new knowledge with their teammates. One student noted that, though each member of the group had a different strength, they often worked together to share ideas, resources, and teach their teammates to code. A student on a different team explained that they were able to help students with less coding experience than they. The student said, “[they] . . . didn’t necessarily mentor the other students in the group, but explained some lines of code to other students if they asked . . . . This was good as a review for me and to share.” Because students completed their projects in a group they were able to grow and share their technical skills while working on the project in a way they would not have if they had to work completely independently on the project.

Almost all of the students also indicated that the project helped them to learn and become more comfortable using Git and GitHub. For many student participants, this project was their first experience using Git and GitHub. One student noted that although it was intimidating, especially in the beginning, it was okay since the team was learning GitHub together. Most students also came to appreciate the advantages of using a version control system for team-based data science, with one student describing how it was, “good to see collaborative atmosphere in github and all use what other people wrote to push [the project] to the next level.”

Although all five teams reported using GitHub for their projects, the way they used GitHub varied from project to project. Some teams consistently committed updates to their repositories, while others only uploaded materials they considered to be in a final state. One student confessed that they were nervous to make commits because they were, “concerned that the code wasn’t refined enough or ‘prime-time’ ready.” This is something the faculty made note of as well, and tried during future cohorts to clarify the ways in which the ungraded collaborative project differed from work students might be doing for a course. The students typically did not commit their work as they progressed, but they would upload it just in time for meetings. Seeing as that is not typically what is done in practice for data science (which often exhibits regular pull/change/push cycles), the project leadership prioritized encouraging students to commit more often for the next cohort of students.

In Cohort 1, developing code review skills was not yet a focus of DSC-WAV. However, during an interview a student explained that they wished there had been
4.2.2. Cohorts 2 & 3. Students in Cohorts 2 and 3 described a large number of technical data science skills they acquired from working on their project. They specifically alluded to developing skills related to text processing, working with HTML files, tidying data, visualizing data, writing functions and coding in Python and R, and creating dashboards via Shiny Apps. Students from every team reported gaining more experience using Git and GitHub, using these tools to facilitate work on the project. When asked how the teams used GitHub, students described using it for file and code storage, as well as for tracking their project progress through the Kanban board. One team also made use of the GitHub Wiki feature to record notes and questions they had throughout the project.

Almost every student interviewed indicated they felt more comfortable using GitHub after the project. Students largely reported being more confident making commits, pulling/pushing updates, solving merge conflicts, branching, creating issues, and using the Kanban board feature. One student summing this up stated, “my GitHub skills started off quite rusty, and I feel like they have improved exponentially, and I now feel more confident collaborating with GitHub.” While this improved confidence seemed reflective of many students’ experiences, there were still aspects of the GitHub process that students expressed uncertainty about. For example, even after using it for a semester, one student indicated she still felt uncomfortable using the terminal to update the repository and dealing with more complex merge issues or error messages. The students who expressed frustration that they had to learn Git and GitHub as they worked on the project, said they would have preferred to have more GitHub resources or training before beginning the project.

Most teams in Cohorts 2 and 3 also seemed to engage in some form of code review, although this process varied widely across teams. One team, for example, had a Scrum leader that was the only person who reviewed the code. Another team described a cyclic system of team members reviewing each other’s code. Another team implemented a partner system for reviewing the code, and another reviewed all the code together as a group. There were some teams from these cohorts that did not implement code review. These teams often had projects that did not require as much coding, or the code they did have was viewed as not complex enough to warrant a code review. For example, one student explained that their team:

“reviewed the code amongst [them]selves, but did not formally do a code review. Part of it was because the project did not necessitate complex code, but also since any code we made was to convert or alter weather/water data, [they] could immediately see whether it was working or not.”

Although they had a process in place for who would carry out the code review, most teams reported that the review process itself was fairly informal, checking only to evaluate that the code being reviewed was functional or that there were no merge conflicts introduced. Most teams did not tend to examine their code for style or consistency. Members from two teams did mention that they reviewed their code for style, comprehensibility, and comments but could not specify what criteria were actually being used for ensuring those features were up to team standards.
Another team (from the third cohort) evaluated their code for consistency and style by having a single new team member go through the team’s code from the previous semester to clean it up and add comments. This process seemed to help onboard this student and ensure the team’s code was well commented to pass off to the community partner.

4.3. To what extent does engaging in a team-based data science project help students develop non-technical skills?

4.3.1. Cohort 1. The interviews with Cohort 1 students focused on the students’ perceived growth in non-technical skills that were gained by working on a team-based data science project. Students mentioned experiences with communication, collaboration, and project management that led to growth for them as team members and leaders.

Many students indicated that their teamwork and communication skills improved while working on the project. Several interviewees referred to how the team-based approach helped them learn how to communicate with other team members and listen to their perspectives, even changing their perception of team-based work. One student said:

“...a lot of people don’t like group projects, but I’ve really come to appreciate working in a group. This group got along really well. We were doing the right things to make a group work: communicating well, dividing work fairly, setting reasonable goals both individually and for the group.”

Several students explained that even though they worked in a group they needed to develop the confidence and initiative needed to further their part of the project or to facilitate the work among their team members. One student working as the community engagement scholar for their team not only took on a leadership role, but also encouraged teammates to learn additional skills beyond the technical aspects of the project:

“I already had a strong leadership background, but I did improve and strengthen over time. At the beginning we had met with the person at [company name removed] and then we were told to learn more soft skills. From this I learned that I needed to take more of a leadership role and teach teammates the skills of talking with the business side as well. I encouraged group mates to talk to the client as well to get experience explaining the work to the client. Glad to be placed in this role, though I wanted to do data science this made me more confident talking to people outside the domain.”

Two groups described communication and teamwork issues among group members. Sometimes students did not communicate enough, only to find they were working on the same parts of the project in a duplicative fashion. A student pointed out that if there were more of a framework for the workflow in place in their group they might not have had this issue. The student’s reflection, along with many other students’ comments on group work, led to including more non-technical skills for collaboration into the onboarding workshop for the second and third cohorts.

4.3.2. Cohorts 2 & 3. The majority of the students in these cohorts also highlighted non-technical skills (communication, teamwork, and project management) when asked about the proficiencies they thought the project helped them develop. One
student explained that they “gained experience working with a group on a product for a client and in communicating directly with the client to meet their expectations.” While another student pointed out that they feel much more confident “breaking down large tasks into smaller, more manageable ones.” Though the students were not directly asked about project management and communication in the survey, the students provided great detail about their process for sprint planning, coordinating work, and project management through their use of Kanban boards. Working on this team-based data science project using the Agile framework gave the students the chance to develop the professional communication skills needed to complete the task.

Students in these cohorts also reported that their teams engaged much more frequently with the community partner than the teams in Cohort 1. Moreover, while this engagement in Cohort 1 was primarily undertaken by the community engagement scholar on the team, in Cohorts 2 and 3 the other team members also engaged with the community partner, presenting their work in a variety of formats ranging from presentations, posters, verbal reports, and written reports. The frequency and degree of this engagement varied across teams, with some teams meeting only once with the community partner to review the semester’s progress, and others presenting this progress after each sprint and even engaging the community partner in their sprint planning and team meetings.

Engaging with the community partner was identified as a crucial part of some projects. One student alluded to this, saying, “our client was essential in filling in the gaps, explaining how the data was collected and what she hoped we would accomplish as a team.” For the teams that had less engagement with the community partner, this seemed to be more a function of the community organization than the student team. One such team reported that their community partner was not very responsive, so they did not meet with them that often. Another, citing the community partner’s busy schedule, indicated they only met or emailed with the community partner when that person had availability.

Lastly, the students in these cohorts predominantly named their team members, more than faculty mentors or community partners, as the force driving the project in terms of direction, setting meetings, and holding members accountable for their goals. While acknowledging that their faculty mentors were incredibly helpful, several pointed out that in these cohorts the faculty mentors were more hands-off and allowed the students to have ownership of the project. One student made the following statement about their project experience:

“It felt like a simulation of what industry is like as opposed to another group project for class. We didn’t have a professor assigning us tasks. Rather we as a team had to discuss the best way to move forward with the project.”

This independence not only allowed students to develop leadership and project management skills, but granted them space to create their own supportive team culture. Two teams in Cohort 3 described creating open environments for their meetings in which they could confide in each other, “have each other’s backs,” freely ask questions, and learn together. One student summed up their experience with the following description of their team meeting atmosphere:

“We were all on the same team and so we became friends through the process. We all wanted to make the best thing possible we could. So we were really willing to help each other out.”
5. **Discussion.** The collaborative nature of data science projects in the workplace make experiences with team-based data science important for data science and statistics students. Team-based data science skills, a critical component of data acumen, are not often taught in undergraduate statistics courses in which problems are typically well-defined. The DSC-WAV program promoted team-based data science skills by engaging students in authentic data analysis for a community organization. The program employed an Agile framework to help students organize and carry out the project. Within this research, we sought to understand how the DSC-WAV teams enacted the Agile framework as they engaged in team-based data science and the extent to which this framework supported development of students’ technical and non-technical data science skills.

Overall, teams in all three cohorts demonstrated the ability to implement versions of the Agile framework that helped facilitate the completion of their projects. Cohort 1 had more variability in implementing the Agile framework than later cohorts. This cohort typically had fewer team meetings and typically spent their team meeting time dividing tasks among the students. Teams in Cohorts 2 and 3 reported more frequent team meetings that were more team driven and included more sprint retrospective meetings and sprint demos than previous cohorts. The later cohorts also reported more use of the Kanban boards and user stories to organize team work, likely due to the increased focus of the onboarding workshops on these topics.

The process of determining and maintaining this system was helped by having faculty mentors who early in the project strongly emphasized the importance of frequent team meetings. In teams that reported having at least three meetings a week and planning regular sprints, the students reported feeling more ownership of the project. These students often described planning and running their own meetings, only needing the faculty advisor once a week to consult on the project. The Agile structure helped the students feel more autonomous working on the project as a team, rather than relying on the faculty mentor to lead the group at every meeting. This autonomy speaks to the potential sustainability of this type of project. We observed, anecdotally, that if faculty mentors invest time early in the term to get students working in an Agile framework, teams tend to take on more ownership and become more autonomous and effective as they get more experience.

Students’ perceptions of their technical and non-technical skills were improved after taking part in this program. Students reported more confidence in their programming, visualization, and data analytic skills. They also reported greater confidence using GitHub for a team project. Many students said they had never used GitHub before, but came out of the project feeling more confident working with it. In comparison to the first cohort, Cohorts 2 and 3 teams more fully incorporated GitHub into their project workflow (possibly as a result of increased focus on GitHub during the onboarding workshop). Most teams in Cohorts 2 and 3 also experienced some version of a code review. Though the code review was typically checking whether the code was functional, this is still an experience not common in undergraduate courses in statistics and data science.

Across cohorts, many students also indicated that working on the DSC-WAV program helped them improve their teamwork and communication skills. They specifically identified their communication with other team members and with the client as improving because of the program’s organizational structure. Although the frequency of communication with the community partner improved in Cohorts 2 and 3 after addressing it in the onboarding for these cohorts, it was not frequent.
enough to provide a constant cycle of iterative feedback from the stakeholders. Several students also noted that the program helped improve their perception of team-based work, many contrasting this experience with group-based work experienced in their coursework.

Although many positive themes emerged from the students’ responses to the end of term surveys and interviews, there were many challenges that came with orchestrating a program of this nature.

5.1. Limitations, Challenges, and Lessons Learned. The study had several limitations. The response rates of surveys decreased noticeably from 80% for Cohort 1 to slightly over 50% in Cohort 3 (see Table 1). While this is not surprising given the exhaustion and fatigue students experienced because of the pandemic and remote work, the findings have to be considered in light of this attrition. Furthermore, we only have access to students’ perceptions of their growth in their skillset, and not an actual measure of their actual growth. This is in large part because instruments to measure competency in data science do not exist (or at least were not mature enough to be used in a study).

All cohorts reported feeling the effects of remote work during the COVID-19 pandemic. This was especially true for the first cohort, who went remote halfway through the semester. Many teams in this cohort felt they did not have the same quality of work or sense of community after they went online. The students had difficulty finding the time to meet synchronously and keeping up communication. Students in the second and third cohorts did not indicate that the remote setting impacted their work quality nor their sense of community. In fact, some students in Cohorts 2 and 3 felt they thrived holding stand-ups online, participating in remote working meetings, and sharing their screens to facilitate writing code. With new remote working and learning skills it may be worthwhile to consider encouraging use of remote work options for future cohorts. For example, using Zoom for remote stand-up meetings will make it much easier for teams to schedule these short sessions, and Slack with Zoom integration can help them plan and shift easily into synchronous meetings. During Cohort 1, one team had students from multiple campuses and utilized remote meeting options for the stand-up meetings each week, demonstrating that this was a successful collaboration method.

Despite the team-based approach to data science promoted by the DSC-WAV program, the five teams from Cohort 1 largely completed tasks using a “divide-and-conquer” approach to the work in which individuals would take on different tasks. Two teams reported that, although they divided the work, they did occasionally meet as a larger team to share what they learned and resources they found while working on their part of the project. The divide-and-conquer approach to work is reminiscent of most student “collaborations” in the classroom and does not reflect how team-based work is done in the workplace. It is unclear whether this approach was taken by the students because it is what they are used to doing, or because the projects being undertaken did not require a collaborative approach. Moreover, many students stated that working remotely affected their abilities to meet regularly and organize the work. This may also have impacted how they collaborated on the project.

In general, the teams in Cohorts 2 and 3 reported better fidelity to the adopted Agile framework than did the teams in Cohort 1. This might be due, in part, to the increased focus on the Agile process during the cohorts’ onboarding, as well as more promotion of the process from the faculty advisors. With each new
cohort, the faculty mentors learned more about how to manage these projects. Many faculty reported in interviews at the end of Cohort 1 that they did not know the level of involvement they should take in directing their team’s meetings. The evaluation reports containing summaries of student reflections allowed faculty mentors to adjust their implementation and better meet the needs of the students. Faculty interviewed at the end of Cohort 3 (including faculty mentors who are coauthors on this paper) indicated that they took a more hands-on role modeling the Agile framework and facilitating students’ use of GitHub to get their teams started on the project for Cohorts 2 and 3, but stepped back a bit later in the semester, when the students took more of a leading role. Considering the positive feedback from faculty mentors and students, this system worked well. One of the Cohort 3 faculty members interviewed indicated that using the Agile structure has allowed them to “spend less time with [the students] than [they] have in the past and be more productive with what my contributions [were].” Additionally, they noted that their students were much more comfortable with GitHub in the third cohort, only needing help a few times throughout the semester.

While the community engagement scholar was seen as a valuable contributor on most teams, the role of this student could be more clearly defined in future cohorts. These students often modeled the professional and communication skills needed to work with the community organizations and run team meetings. Although these are team-based data science projects, they need a student leader to facilitate meetings and drive the project forward. The community engagement scholar was well suited for this role. They served as the liaisons between the data science students and the community partner organizations. Often they spent time researching and communicating with the organizations to determine the path of the project. Then they conveyed that information to the data science students.

A few community engagement scholars in each cohort reported that they were uncertain about their role on the project. One particular student described how they got strong signals from the onboarding workshop and their faculty mentor that the project should be directed by students as a team. This led students to resist taking the lead role in meetings for fear of losing a sense of team ownership of the project. Ultimately, the lack of a clear leader wasted some time in meetings for this particular team. In response to this, the community engagement scholar suggested that their role be more well-defined for future cohorts. They advocated for a document that details specific tasks and the nature of the position so future students can get an idea of how they can best take on this role. Minimally, this student should take the role of leading meetings to help the project progress, not dictating the direction but engaging the data science students in discussion of potential directions.

Creating and delivering this experience to students took a great deal of time from the faculty advisors, a resource that is scarce for most academic faculty. To begin, the advisor needed to build a relationship with the community organizations, which was key to gaining their trust and developing the artifacts that the organizations were looking for. The advisors also needed to meet regularly with their teams during the project to help them implement Agile, provide resources and feedback, guide them through the cycle of inquiry and analysis, and act as cheerleader. This degree of faculty involvement leads to questions of how feasible it is to scale this project for future cohorts of students.

Finally, we note a single semester may not be adequate for this type of team-based project. In proposing the program, we considered a number of models, including
semester-long, year-long, and summer projects. We decided to set the duration of the project to one-semester to enlarge the participant pool and the number of students impacted by the program. This would also have the advantage of program contact with more community partners which would provide more examples of the applicability of data science. However, after the first cohort, we felt that one semester may not be long enough to allow students to carry out the more in-depth work that the community partners would benefit from. Subsequently, we extended some of our more successful one-semester projects to carry over into additional semesters. For some teams, the work continued with the same team of students from the previous cohort, but for others, only a subset of the previous cohorts’ students continued and some new students were onboarded and added to the team.

5.2. Conclusion. The inspiration for the DSC-WAV program was a question of whether undergraduate students could tackle real-world data science problems utilizing the tools and approaches frequently seen in industry. Based on our experiences, the answer to this question is “yes.” We believe we were able to provide undergraduate students an authentic team-based experience working with more complex data and on more challenging problems than they had experienced in their coursework. We also believe that these experiences allowed them to develop some of the technical and non-technical skills that are valued in the workplace.

Carrying out this program with three cohorts of students has given us many insights into the feasibility of implementing team-based data science projects at the undergraduate level. With each cohort, the program’s leadership team and faculty advisors learned and made refinements to (we believe) improve the tools and processes for subsequent implementations. This experience and our reflections have given us insight about how team-based data science can be implemented in similar projects.

The DSC-WAV program effectively partners with community organizations to help them with their data analysis projects. This type of experience might have similar benefits for students looking to enter the workforce, as REUs do for students who want to pursue academia, or go to graduate school. While this program utilized teams working during the semester, similar approaches could be implemented in courses, through other co-curricular experiences, or during summer programs.

Our experience with the DSC-WAV program also points to potential tools and processes that can be adopted within the academic curriculum. For example, data science coursework could provide students with more team-based data science experiences such as using GitHub, participating in code review, working with real data to solve ill-structured problems, and communicating results. Moreover, these types of experiences can also be provided to students early in their undergraduate careers. As we have seen, this type of work is not beyond their reach after completing only a few data science courses.

The literature and current state of data science suggests that team-based data science skills are in demand and will continue to be for some time [36]. Though there is still much work to be done to determine effective ways of introducing students to data science in authentic ways, we believe that the DSC-WAV program has allowed us to make progress toward this longer-term goal.

Acknowledgments. We acknowledge the support of NSF grants HDR DSC-1923388, HDR DSC-1923700, HDR DSC-1923934, and HDR DSC-1924017. We also want to
acknowledge the community organizations that participated in the project and Andrea Dustin, whose organization and faculty-herding skills have kept this project moving forward.

**Appendix A. Description of the Onboarding Workshops.** Each cohort participated in an onboarding workshop to help orient them to the DSC-WAV program and their particular project. These workshops also addressed specific technical (e.g., Git/GitHub, code review) and non-technical (e.g., team-building, communication) skills. With the exception of Cohort 3, which was done asynchronously, the other onboarding workshops have been conducted synchronously during two half-day remote workshops (Cohort 2) or during a full-day in-person (Cohorts 1 and 4) workshop.

While the specific content for the onboarding process has evolved over the project period, it currently includes content related to the Agile process (Scrum roles, sprint mechanics, the use of Kanban project boards, writing effective user stories), using Git and GitHub (project boards, pull requests, handling git conflicts), and undertaking code review. Starting with Cohort 2, a data science professional from Atlassian has also led an interactive demonstration (during the onboarding workshop) to facilitate the writing of user stories. Details of each cohort’s onboarding workshop can be found at the following URL: https://dsc-wav.github.io/www/outreach.html.

Prior to the onboarding workshop, students are asked to complete several tasks including familiarizing themselves with the DSC-WAV program code of conduct, joining the team’s Slack channels and working through some Slack-related tasks, installing R, RStudio and Git, creating a GitHub account, cloning the project’s repository and linking it to RStudio, and completing the institution required CITI training for the responsible conduct of research. Expectations related to the commitment of regularly meeting with their team and faculty coordinator are also set so that students are able to put these meetings on their calendar during the onboarding workshop. (Teams are required to meet no fewer than three times per week. This requirement was instituted after the lack of shared meeting times made it difficult for some teams from previous cohorts to effectively engage.) Details of the pre-onboarding tasks can be found at: https://dsc-wav.github.io/www/preonboarding.html.

**REFERENCES**


Received xxxx 20xx; revised xxxx 20xx.

*E-mail address:* legac006@umn.edu

*E-mail address:* zief0002@umn.edu

*E-mail address:* bbaumer@smith.edu

*E-mail address:* vbarr@mtholyoke.edu

*E-mail address:* nhorton@amherst.edu